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This paper describes lessons we have learned over the past
several years about teaching the design of modern embedded
computing systems. An embedded computing system uses
microprocessors to implement parts of the functionality of non-
general-purpose computers. Early microprocessor-based design
courses, based on simple microprocessors, emphasized input and
output (I/O). Modern high-performance embedded processors
are capable of a great deal of computation in addition to I/O
tasks. Taking advantage of this capability requires a knowledge
of fundamental concepts in the analysis and design of concurrent
computing systems. We believe that next-generation courses in
embedded computing should move away from the discussion of
components and toward the discussion of analysis and design of
systems.
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I. INTRODUCTION

Education about embedded computing is ripe for a
change. Microprocessors that were once prized centerpieces
of desktop computers are now being used in automobiles,
televisions, and telephones. This huge increase in computa-
tional power can be harnessed only by applying structured
design methodologies to the design of embedded computing
systems. Over the past few years, we have experimented
with new ways to teach embedded computing that embrace
this change in the digital design landscape. This paper
summarizes the lessons we have learned.

In the late 1970’s, Mead and Conway espoused the
need for tall, thin very large scale integration (VLSI) de-
signers—these people would have some knowledge at every
level of abstraction in the design process and so could see
how to optimize the system globally. Today, we need to train
tall, thin embedded systems designers. As with VLSI system
design, embedded systems designers must have knowledge
of the complete design process so that they can make global
rather than local decisions. The biggest difference between
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VLSI design circa 1980 and embedded system design circa
2000 is the level of complexity of components: VLSI design
in 1980 concentrated on transistors, through gates, up
through chips with tens of thousands of transistors; today,
those would be components of still larger systems with
millions or tens of millions of transistors and thousands or
hundreds of thousands of lines of software.

Section II will survey the state of the art in embedded
computing systems, covering both architectures and design
methodologies. Section III briefly summarizes our history of
embedded computing courses, which serves as background
for our discussion in Section IV of topics and principles for
teaching embedded system design. Section V provides some
additional observations unique to teaching graduate or other
advanced courses in embedded systems and codesign.

II. EMBEDDED COMPUTING SYSTEMS

Microprocessors are everywhere—The New York Times
estimated several years ago that the average American came
into contact with 100 microprocessors per day, and that
number grows rapidly with time. Microprocessors have
been widely used for over 25 years; consumers have used
microprocessor-enhanced appliances for quite some time.
However, the role of embedded microprocessors has fun-
damentally changed as advances in VLSI technology have
allowed us to produce high-performance microprocessors
cheaply. Early microprocessors were used for controlling
analog subsystems; today, much more of the system’s work
is done in the digital domain.

Early microprocessor applications emphasized input and
output (I/O), not computation. A typical microcontroller
would be used to interface to several I/O devices and
to perform basic sensing operations. Relatively simple
transformations would be made on the data by the micro-
processor. Most of the work was done by external analog
devices; the job of the microprocessor was to control and
sequence those external devices to provide a higher level
of overall functionality. Typical microprocessor functions
might include reading front-panel buttons and setting front
panel LED’s, controlling stepper motors, and controlling
relays.

Microprocessor courses started in the 1970’s soon after
the appearance of microprocessors. Many of these courses
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emphasized hands-on experience with a particular micropro-
cessor; these courses would discuss programming and hard-
ware interfacing for the microprocessor used in the labora-
tory. A great deal of emphasis was also placed on the charac-
teristics of I/O devices. Discussion of I/O devices generally
emphasized their mechanical and analog electronic proper-
ties even more than their digital behavior.

Peatman’s well-known textbook from 1977 [4] gives
us one good window into microprocessor-based systems
education in that period. Peatman’s book is not overly
tied to a particular microprocessor and it does mention
some of today’s hot topics, such as high-level language
programming and deadline-driven computing. However,
the book puts a great deal of emphasis on the I/O devices
themselves, including their electromechanical properties
and interfacing these devices to the microprocessor. The
discussion of programming emphasized low-level topics
such as arithmetic and table construction and use; one
of the most interesting sections describes how to use a
software state machine to parse keystrokes from a user
interface.

Emphasizing details of a particular microprocessor fits
with the limitations of early microprocessors. These mi-
croprocessors operated on small words. They had limited
address spaces, corresponding to the expense of memory.
They ran at relatively slow clock rates. The limitations of the
architectures made it difficult to compile efficient code, so
most programs were written in assembly language. All these
limitations conspired to require considerable handcrafting
of microprocessor-based systems. Given that design had
to jump quickly into the fine points of the microprocessor
being used in order to make any progress, it was natural for
microprocessor-based system design courses to emphasize
the particulars of one microprocessor over the common
characteristics of microprocessor-based systems.

Now, however, the scene has changed. There are prob-
ably more embedded microprocessor architectures today
than ever, but this only allows us to see commonality in
approaches. Higher levels of integration provide larger word
widths, larger address spaces, and larger memories. Clock
rates have increased to allow complex programs to be run on
the time scales allowed by embedded computing systems.
As VLSI implementations and compiler technology have
improved, high-level language programming has become
more popular, even for 8-bit microcontrollers [1]. All these
changes allow us to study embedded computing as a systems
discipline in which components can be characterized and
assembled to meet design goals.

High-performance RISC CPU’s and digital signal proces-
sors (DSP’s) are now commonly used in embedded systems.
Of course, there will always be a place for small micropro-
cessors. However, they will in many cases be used as compo-
nents in larger systems. There are two major reasons to split
an application’s computation across multiple CPU’s even
when one CPU is available that could meet all performance
deadlines: the application may have physically distributed
I/O (consider an automobile, for example, in which micro-
processors are used all over the car), in which case either the

expense of wiring or the delay of transmitting values back
and forth demands local processing of data; or because it may
be cheaper to use several smaller CPU’s, each of which runs
one or a few nonconflicting jobs, than it is to use one large
CPU that runs several contending programs.

Several examples show the complexity and varieties of
system architectures that have been developed for embedded
computing. DSP’s or other CPU’s are often used to perform
on-board signal processing. This is true both for telephones,
in which DSP’s perform filtering and signal generation func-
tions, and for printers, which use processors for smoothing
and image enhancement.

An article in theHewlett-Packard Journal[6] describes the
hardware and software design of a large ink-jet plotter. The
plotter used a 32-bit RISC processor to perform noncontrol
oriented tasks such as parsing the page description language,
plus two custom ASIC’s and two microcontrollers to perform
special-purpose and real-time control applications. In such a
complex system, the division of tasks among processing ele-
ments is crucial—bad decisions can lead to overly expensive
hardware and also to unacceptably high bug rates. The de-
signers had to create a custom debugging environment to be
able to debug as much software as possible before the hard-
ware platform was complete.

Internet appliances—smart devices which are accessible
over the Internet—will become an increasingly important
category of embedded system. An article on an Internet-ac-
cessible video camera [19] describes the design of such ap-
pliances. The camera is a stock unit which connects to a PC
parallel port. A PC-style hardware platform was used, with
a 486-class CPU as the compute engine. The software is im-
plemented in Java; the system requires about 1.5 Mbytes of
memory. The Java interface allows other Internet nodes to
control the camera and the camera to generate an HTML page
showing the current frame.

As components become more complex, methodology
becomes increasingly important. Small microcontrollers
permit (and may even demand) a handcrafted approach
to design. When high-performance CPU’s runs tens of
thousands of lines of code, a more structured methodology
becomes a necessity. While many methodological variations
have been proposed, embedded system methodologies
increasingly follow the models of VLSI and software
design, using top-down architectural refinement com-
bined with bottom-up cost information. Fig. 1 illustrates a
basic methodology in which major architectural decisions
are made by jointly considering hardware and software
components, and the system is verified as a whole using
cosimulation and coverification techniques. Hardware and
software components can be implemented separately, and
embedded systems are often designed to allow product
improvements through software upgrades, but it is important
to understand how architectural choices for hardware and
software affect each other.

Thoma and Fuchs [3] of BMW describe the characteris-
tics of modern automotive electronics systems and describe a
new methodology for the design of these systems. They state
that modern upper class automobiles use up to 70 electronic
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Fig. 1. A methodology for embedded system design.

control units (ECU’s) communicating over several busses;
30% of the added value in the automobile is in the electronics.
They propose a design methodology in which the develop-
ment of the network of ECU’s is separated from the design
of the software running on that network. The software speaks
to the ECU platform using an application programming in-
terface (API). Separation of hardware and software develop-
ment allows the designers to move software from one ECU
to another to improve ECU utilization globally; it also allows
manufacturers to add value to generic components by adding
software that implements unique features. They also empha-
size the use of abstract specifications for the system function-
ality, using tools such as Matlab to describe algorithms.

Methodological issues will become even more important
with the advent of systems-on-silicon. A system-on-silicon
integrates memory and logic, perhaps with analog interfaces,
to create a complete system on a single chip. These sys-
tems will contain hundreds of millions of transistors; theNa-
tional Technology Roadmappredicts that chips with 1.4 bil-
lion transistors will be on sale in 2012 [7]. Especially since
these chips will have to be designed in very limited amounts
of time, making extensive use of embedded CPU’s (as well
as other sorts of intellectual property) will be critical to main-
taining adequate designer productivity. Clearly, shifting large
blocks of a design from a gate-oriented methodology to a
software-oriented methodology will require a major shift in
not only how systems-on-silicon designers work, but also in
how they are trained.

III. OUR EXPERIENCE

A. Experience at Princeton University

Wolf has taught embedded systems design courses to un-
dergraduates at Princeton over the past several years, starting
in the early 1990’s. This experience helped to shape some of
the major themes of an embedded computing course; they
also showed the dangers of trying to cram too much mate-
rial into a single semester. Students in the course had no pre-
vious exposure to computer architecture, so the course had to
introduce the basics of instruction set processors as well as
concepts unique to embedded systems. The course covered a
broad range of topics.

• Early lectures surveyed the basic principles of mi-
croprocessors, including instruction sets, busses,
interrupts, assemblers, and the rudiments of assembly
language programming. One or two labs were used to
introduce the basics of microprocessor hardware and
software.

• Another set of lectures covered the aspects of
high-level language programming related to embedded
systems design. This included a survey of compilation
techniques so that students had some appreciation
of how C programs mapped into instructions. Some
labs allowed them to practice writing programs for
the microprocessor. One particularly interesting lab
allowed students to study how the behavior of the mi-
croprocessor cache affected performance: by changing
a simple loop, they could change the cache hit rate and
see the resulting change in performance on the bus
with a logic analyzer.

• We talked briefly about systems architecture. On the
hardware side, we considered how CPU’s, devices, and
memory cooperated to perform useful tasks. On the
software side, we concentrated on how to decide what
should go into an interrupt handler versus what hap-
pened in a background task.

• We used the final few weeks of the course to introduce
some topics normally covered in software engineering
classes: testing; safety; and specification.

• A capstone lab required student teams to design a small
project. Sample projects included a digital telephone
answering machine and a multiple elevator controller.

We used two different hardware platforms over the years:
a Motorola 68020 programmed in assembly language and an
Intel i960 programmed in C. We found C programming to
allow us to get much more deeply into system design without
worrying so much about instruction sets.

Wolf and Wolfe also used a graduate course to create
a significant embedded system. Over the course of the
semester, we designed and mostly implemented a PC-based
personal branch exchange (PBX) [22], including the design
of a printed circuit board for a telephone line interface and
real-time software for switching. Some remaining bugs
in the circuit board prevented final testing, but we walked
through a great deal of the design process and learned quite a
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bit. Such hero experiments require time and energy, but they
are rewarding when they are carried through with sufficient
vigor.

B. Experience at Danish Technical University (DTU)

In the summer of 1998, Madsen and Wolf taught a
three-week course at DTU on embedded systems and
hardware/software codesign. The course was targeted to
master’s-level students, who were assumed to know the
basics of computer architecture, logic design, etc. However,
we tried to cater to a fairly broad spectrum of students at
that level of experience: we wanted to cover the basics of
embedded system design at a level suitable to those who had
no significant experience in building microprocessor-based
systems.

Since students took only one course during this period, we
could cover quite a bit of material. The major goal of the
course was completion of a project selected by the students;
several labs helped them build skills that they would need
to complete the project. We used the Analog Devices Sharc
EZ-Kit Lite board for all projects, since it has a good C com-
piler and is inexpensive. We had about 25 h of lectures over
the three week period. Each week had a different emphasis.

• The first week concentrated on the fundamentals of the
microprocessor instruction set, interrupts, embedded
programming, etc. We spent some time talking about
program performance—we considered the execution
time of various instructions as well as the effects of
caching and interrupts on performance. Students were
familiar with computer architecture in general, but
none of them had experience with the Sharc and few
had significant hands-on experience with embedded
microprocessors.

• The second week was a bridge week in which lectures
looked more at system design while labs built skills.
Lectures here emphasized architectural and software
skills, such as how to determine what should go into
an interrupt routine. We introduced basic real-time sys-
tems theory as a bridge to real-time multitasking em-
bedded computing. The labs built up to the implemen-
tation of a very simple software modem.

• The third week had the fewest lectures, which concen-
trated on presentations of research in hardware/soft-
ware codesign; the students spent much of the week de-
signing, building, and debugging their projects. None
of the projects required hardware construction-all used
the on-board A/D facilities and serial port provided by
the development board. This allowed the students to
concentrate on the creation of complex functionality
through programming. Projects included a speech com-
pressor, an audio encoder, etc.

IV. TEACHING EMBEDDED COMPUTING SYSTEM DESIGN

A. Basic Principles

Just as computer technology changes, so also does com-
puter engineering education. Today’s computer architecture

courses spend more time on instruction set design and
pipelining and less time on topics like I/O. As a result,
before getting to the significant examples in embedded
computing, a course must first cover some basic principles
and techniques that have not been learned in other courses.
For older teachers, this may require some adjustment in ex-
pectations, since today’s students have much less hands-on
experience with raw CPU’s than was available to students
before PC’s became ubiquitous. Not only microprocessor
design courses, but also minicomputers provided a program-
ming environment in which they could program free from
operating system restrictions and with full access to the halt
button. Today, students must rely on an embedded systems
course for such experience-they usually do not enter the
course with that knowledge.

We believe that major principles to be conveyed in an in-
troductory embedded systems course include:

• I/O: Modern computer architecture courses do not
place a great deal of emphasis on I/O; they tend to
cover basics such as disk performance and the effect
of I/O on the CPU pipeline. Students need to under-
stand the functionality of interrupts, the properties
of device drivers, and the performance tradeoffs of
interrupt-driven and polled I/O.

• Concurrency: This is closely related to I/O, since
a great deal of concurrency is caused by input and
output. However, concurrency is not limited to I/O; in
fact, it is the combination of computation and I/O that
makes modern embedded systems challenging and dif-
ferentiates them from microcontroller-based systems.
Learning how to get computations done despite the
continued presence of I/O interrupts is an important
skill. Students need to understand how concurrency
is created by hardware and software, how it affects
overall system performance, and how it complicates
debugging.

• Deadline-Driven Concurrency:This, too, is related to
I/O, since most deadlines have something to do with
the requirements of input and output. Writing programs
to meet a performance deadline is very different from
the non-real-time programming that most students are
used to. Students need to understand how architectural
features such as pipelines and caches affect program
performance; how to analyze a program to estimate its
execution time; and how to engineer a program to meet
its performance requirements.

We believe that the best way to convey these principles is
to use more lectures and homework and somewhat less lab
work than is typical of component-oriented microprocessor
curricula. Rather than concentrating on hands-on experience
with a particular microprocessor, we believe that some basic
principles can be used to provide a framework, followed by
reinforcement with homework and labs. For example, the
fundamentals of real-time scheduling, such as rate-mono-
tonic scheduling [21], both explain features of real-time op-
erating systems and provide students with an appreciation
of the theory underlying embedded system design. Fig. 2
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Fig. 2. Critical-instant analysis for rate-monotonic scheduling.

illustrates critical-instant analysis, the fundamental concept
underlying the proof of rate-monotonic scheduling’s opti-
mality. P1–P4 are a set of processes running on a single
CPU; the worst-case response time forP4 happens when
all higher priority processes are activated at the same time
asP4, since they must all run to completion beforeP4 can
begin. This concept can be used to prove the properties of
rate-monotonic scheduling: that it is optimal under the set of
assumptions made; and that a certain percentage of the CPU
goes idle waiting for processes to be activated. Such tech-
niques (and other topics, such as software testing, described
below) provide the opportunity to use equations and algo-
rithms as an underpinning for embedded system design. Dis-
cussion of basic principles can be leavened with discussion
of embedded system examples such as those of the last sec-
tion, followed by hands-on experience in the lab. These prin-
ciples not only provide students with some basic techniques
with which to understand particular design situations, they
also make it easier to teach embedded computing by reducing
the dependency on complex laboratory hardware setups. The
IEEE workshops on real-time systems education provide a
good source of material on the teaching of these subjects.

It is quite possible and advantageous to avoid the discus-
sions of the mechanical aspects of I/O devices that permeated
early embedded systems courses. Today, most embedded
system designers get relatively high-level specifications
for the devices in their system; this will be increasingly
true in the systems-on-silicon era. Emphasizing digital
techniques also helps make the course more appealing to
software-oriented students who may feel uncomfortable
with unfamiliar mechanics. Emphasizing a digital view of
the world may make the course somewhat less successful as
a service course for mechanical engineers, physicists, and
others who want to use microprocessors for interfacing, but
this is probably inevitable. Many electrical engineering (EE)
and computer science (CS) students of the near future will
become designers of high-performance embedded systems
and systems on silicon, an area that is rapidly becoming a
field unto itself.

B. Additional Concepts

There are some other major ideas that are not as essential
to success in an introductory embedded systems course but
are nonetheless important. Both software testing and system

specification techniques are important to the practice of em-
bedded system design, but the amount of coverage they re-
ceive in an introductory course depends on the background of
the entering students and the amount of time available. Some
of the topics echo material in software engineering courses,
but there are reasons to at least consider talking about them
separately in an embedded systems course. First, software
engineering typically places less emphasis on performance
and real-time computing. Second, even if students do not
become masters of these topics in the embedded systems
course, some exposure will teach them basic concepts that
will help them learn more about the topics later.

Software testing is probably the most important of these
secondary topics and deserves at least some place in an in-
troductory embedded systems course. Given that most em-
bedded systems are programmed in ROM, freezing bugs in
place, it is important for students to learn something about
testing the embedded systems they design. In the preface to
their widely used book on software testing [5], Kaneret al.
state that they “have yet to meet a computer science grad-
uate who learned anything useful about testing at a univer-
sity.” They go on to criticizeComputing Curricula 1991, a
curriculum formulated by the IEEE Computer Society and
ACM, for its scanty coverage of testing techniques. We agree
that testing is an important topic and that embedded system
designers in particular should learn some fundamental testing
techniques. The Kaneret al.book covers topics that are spe-
cific to PC testing such as testing printers; it also spends a
great deal of time on methodologies.

Our approach to teaching testing for embedded systems
has been to spend one or two lectures on the subject to cover
fundamentals, then to have students practice these skills in
both homework and labs. While we mention black-box tech-
niques like random testing and regression testing, most of
the discussion emphasizes clear-box techniques that analyze
program structure to extract relevant tests. Fig. 3 shows con-
trol flow and data flow graphs for a sample program. Various
techniques exist for analyzing these graphs to ensure that the
graph is covered by some metric. For example, a common
control flow coverage goal is ensuring that each block is exe-
cuted at least once; data flow coverage requirement typically
requires not only that each operator be executed at least once,
but that arithmetic operators be tested with various combina-
tions of positive and negative arguments. By relating soft-
ware testing to the analysis of high-level languages for com-
pilation and performance analysis, we emphasize the rela-
tionships between front-end design and back-end verifica-
tion; basing the techniques on previously covered material
also makes them easier for students to absorb. We have ob-
served that students who have not been taught about testing
are almost always very poor testers. While they understand
intellectually the large number of states that a program can
assume while executing, they invariably come up with a very
small number of simple tests that do not do justice to the
testing problem. Teaching students a few basic techniques for
software test coverage substantially improves their ability to
uncover bugs. Other well-known books on software testing
include [8] and [9]. Software safety is an important topic
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Fig. 3. Control flow and data flow in a program.

that is related to testing; testing is necessary for safety but
certainly not sufficient. Articles by Levesonet al. [10], [11]
make a good way to introduce students to the challenges in-
herent in building safety-critical computing systems.

In our experience, design specification techniques are
tougher to teach in an introductory course. Students are
usually not familiar with the concept of specifying software;
they typically need experience with the design of a large
body of software before they see the need for specifications.
However, some mention of architectural issues gives stu-
dents some framework with which to understand problems
in the architectural design of embedded computing systems.
A study of design specification techniques teaches several
things: how to extract structure from an incomplete func-
tional description of a device; how to relate that functional
information to other requirements like deadlines; and how
to take advantage of that structure when creating the archi-
tecture for the system. There are several books and papers
that might be referenced in these discussions. Davis’s book
[13] gives a good introduction to the requirements process,
which precedes specification and is intended to capture the
basic capabilities of the system. Hatley and Pirbhai [15]
described an early methodology for the design of real-time
systems. Booch [12] developed a pioneering methodology
based on object-oriented techniques; Rumbaughet al. [17]
created another important methodology for object-oriented
design. Selicet al. [18] created a methodology which
applied object-oriented techniques to the design of real-time
systems. The Statechart, introduced by Harel [14], is a
well-known technique for specifying control. Levesonet
al. [16] developed a design methodology inspired by Stat-
echarts; they used this methodology to capture and verify
the design of the TCAS-2 collision avoidance system that
has been adopted by the Federal Aviation Administration.
The Unified Modeling Language (UML) [25] is a new
object-oriented modeling language that promises to become
an important specification and design technique.

C. Laboratory Experience

Our early attempts at teaching embedded computing
included some laboratories that involved hardware construc-
tion, such as interfacing a device to the microprocessor bus.
However, experience suggests that hardware construction
can get in the way of system design concepts. It is clearly im-
portant for students to understand how embedded hardware
works. However, much can be learned by observing prebuilt
hardware. One of the most valuable labs in the Princeton
courses required students to use a logic analyzer to observe
cache behavior: by changing the number of instructions in
a loop, students could see varying cache miss rates through
accesses to off-chip memory. Using prebuilt boards allows
students to concentrate on building complex programs that
exhibit interesting concurrency. As technology improves, it
is becoming increasingly hard to build interesting hardware
at all. Even in the absence of systems on silicon, integrated
circuits are increasingly provided in surface-mount packages
that are difficult to solder by hand.

V. TEACHING ADVANCED EMBEDDED COMPUTING

Graduate-level courses in embedded systems naturally
keep closer to the cutting edge of research. In embedded
computing, this has two aspects. First, more complex
hardware and software architectures can be discussed. Many
modern embedded systems are multiprocessors, including
both CPU’s and ASIC’s, and take advantage of real-time
operating systems. Second, computer-aided design (CAD)
tools will play an larger role in embedded system design.
Hardware/software co-design is both a methodology and a
collection of CAD algorithms that are being developed now
to meet the challenges of future embedded systems design.

Systems on silicon will allow much higher performance
and advanced embedded systems architectures to be built.
The availability of multiple processing elements and large
amounts of memory on a single chip will make it possible to
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create sophisticated multiprocessors for embedded applica-
tions. However, embedded computing platforms are typically
heterogeneous multiprocessors, not the regular architectures
found in high-performance computing. Cost reasons dictate
that the selection of processing elements, memory system,
and the interconnections between them should all be special-
ized for the target application. The specialization of the ar-
chitecture to the task makes designing a system challenging
and developing CAD techniques for these systems even more
challenging.

Systems on silicon are also the foremost impetus in the
development of CAD techniques for embedded systems.
As architectures become more complex, the difficulty of
designing embedded systems increases, but the cost of errors
skyrockets when the system is integrated on a single chip.
While design errors can be fixed in minutes on a printed
circuit board, design turns take weeks or months in silicon
and at much higher cost. The solutions are co-simulation
(simulating hardware and software components together
as a single system), co-synthesis (designing hardware and
software architectures simultaneously to meet functional
and nonfunctional requirements), and co-verification (veri-
fying the characteristics of a combined hardware/software
system).

Even without a research-oriented seminar course, it is pos-
sible to convey the fundamentals of systems on silicon and
codesign to students with good undergraduate preparation.
Analysis techniques can be used as a stepping stone to un-
derstanding both synthesis and verification of hardware/soft-
ware systems. Graduate courses can also delve more into
concepts such as specification given the greater experience
and maturity of the students.

A special issue of this PROCEEDINGS[23] covered the state
of the art in hardware/software co-design. Other sources
include proceedings of the CODES/CASHE Workshop,
ICCAD, ISSS, and the Design Automation Conference, as
well as books [24].

VI. CONCLUSIONS

As microprocessors have grown exponentially in power,
the design techniques required to build embedded com-
puting systems have fundamentally changed. Embedded
system courses need to emphasize fundamental concepts
and methodologies in order to prepare students to build the
billion-transistor systems on silicon of the future. Paradoxi-
cally, an emphasis on principles mixed with practice should
make embedded computing easier to teach, since it reduces
the dependency of lectures and labs on specific hardware
platforms and reduces the need for lengthy and costly
hardware debugging. As embedded computing systems
become larger, designers are forced to clarify architectures
and design techniques, yielding a set of principles that can
be used by educators to teach the design of these systems.

VII. FOR MORE INFORMATION

For an online discussion of this special issue, please visit
the discussion website at http://ieee.research.umich.edu.
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